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Abstract

This paper presents the development and evaluation of a lightweight on-
board deep learning module for real-time oil spill detection within a distributed
UAV-based maritime environmental monitoring system. The study investigates
four object detection architectures under controlled training conditions using
both baseline and augmented dataset configurations: three convolutional one-
stage detectors (YOLOv8s, YOLO11s, YOLO26s) and one transformer-based
model (RF-DETR Nano). Performance was assessed using precision, recall,
mAP@50, mAP@50–95, and inference latency on an NVIDIA Tesla T4 GPU.
Experimental results show that RF-DETR Nano achieves the highest local-
ization accuracy (mAP@50–95 = 0.863) while maintaining real-time through-
put (∼ 50 FPS), whereas YOLO26s provides the most favourable efficiency–
accuracy trade-off among CNN-based models (mAP@50–95 = 0.806 at ∼ 67
FPS). The findings demonstrate that accurate and computationally efficient
oil spill detection can be performed directly onboard UAV platforms, enabling
reliable autonomous maritime monitoring without dependence on continuous
ground-based processing.
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Introduction. Oil contamination of rivers, lakes, and coastal waters remains
a persistent environmental and technological challenge [1]. Even small spills can
rapidly spread under wind and current action, forming thin, low-contrast films
that are difficult to localize, while delayed detection significantly amplifies eco-
logical and economic damage [2]. Conventional monitoring approaches, such as
satellite observation and manual inspection, are limited by revisit intervals, atmo-
spheric interference, operational cost, and restricted responsiveness. In addition,
oil slicks often exhibit irregular geometry and visual similarity to sun glint, foam,
or organic matter, reducing the effectiveness of classical thresholding and hand-
crafted feature-based methods [3].

Unmanned aerial vehicles (UAVs) are increasingly adopted for high-frequency
environmental inspection [4], and the integration of onboard deep learning en-
ables near real-time interpretation of imagery during flight [5]. Detectors from
the YOLO family, including YOLOv11 [6] and YOLOX-S [7], demonstrate a
favourable accuracy–efficiency balance for spill recognition. However, practical
UAV deployment imposes strict constraints on computation, memory, energy con-
sumption, and inference latency. These limitations are compounded by the diffuse
structure of oil films, illumination variability, and limited annotated data avail-
ability, which increase reliance on augmentation and elevate overfitting risk. In
response, this study develops and rigorously evaluates a lightweight oil spill de-
tection module designed for integration into UAV-based environmental monitor-
ing systems. During the design phase, four compact deep learning architectures
are comparatively analyzed with respect to localization accuracy, robustness to
data augmentation, computational complexity, and real-time performance under
deployment-realistic hardware conditions. This allows determining the most suit-
able configuration for autonomous maritime surveillance.

Materials and methods. The proposed environmental monitoring system
is organized as a multi-stage UAV architecture for autonomous inspection of water
bodies. Reconnaissance drones follow predefined routes, continuously capturing
video of aquatic surfaces. Each platform integrates an onboard computer vision
module that performs real-time oil spill detection and generates georeferenced
alerts upon identifying suspicious regions. The operator can then initiate targeted
inspection or deploy a secondary UAV for detailed sensing and sampling. This
edge-based configuration eliminates dependence on continuous video transmission
to a centralized centre, thereby reducing vulnerability to communication loss,
bandwidth constraints, and latency, which are the critical factors in time-sensitive
environmental response scenarios.

The detection module must satisfy strict operational constraints, including
limited onboard computation, restricted energy resources, and consistently low in-
ference latency, while ensuring reliable localization of diffuse oil films under varying
illumination and surface conditions. The scarcity of annotated data further neces-
sitates robustness to limited training diversity. To meet these requirements, mul-
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tiple lightweight architectures are trained and compared under unified conditions,
with emphasis on localization accuracy, augmentation sensitivity, computational
complexity, and real-time performance. Namely the compact YOLO-based CNN
and a lightweight transformer-based RF-DETR model are chosen for integration
into the proposed framework.

Dataset description. The oil spill detection module was developed using a
curated version of the Oil Spillage Computer Vision Model dataset from Roboflow
[8], containing aerial and near-surface maritime imagery annotated with a single
class (oil_spillage). All images were resized to 640× 640 pixels and converted to
YOLO format with bounding box annotations.

Two dataset configurations were created. The baseline version (no augmen-
tation) included 762 images: 531 training (70%), 152 validation (20%), and 79
test (10%), preserving the original distribution. The augmented version applied
EXIF auto-orientation and generated three variants per training image using flips,
5–15% random crops, ±8◦ rotation and shear, ±13% brightness, ±8% exposure
variation, and ≤1% noise injection. The resulting dataset comprised 1824 images
with 1593 for training (87%), while validation (152) and test (79) sets remained
unchanged. This dual design enables controlled evaluation of augmentation sen-
sitivity and localization robustness (mAP@50–95) without bias.

Neural network architectures. Four lightweight detectors were trained
and evaluated for single-class (oil_spillage) recognition using transfer learning:
three CNN-based one-stage models (YOLOv8s, YOLO11s, YOLO26s) and one
transformer-based model – RF-DETR Nano.

YOLOv8s [9] (11.1M parameters, 28.4 GFLOPs, 640×640) employs a convo-
lutional backbone, FPN/PAN-style neck, and anchor-free head with Distribution
Focal Loss. YOLO11s [10] (9.4M, 21.3 GFLOPs, 640 × 640) introduces opti-
mized convolutional blocks and efficient feature aggregation to reduce complexity.
YOLO26s [11] (9.5M, 20.5 GFLOPs, 640 × 640) further refines this design with
enhanced C3k2/C2PSA modules and lightweight head modifications, providing a
strong compactness–capacity balance. RF-DETR Nano [12] (30.1M parameters,
384×384) follows the DETR paradigm, replacing convolutional heads with trans-
former encoders/decoders and 300 object queries, eliminating anchors and NMS.
It integrates a DINOv2 backbone, multi-scale fusion, sine positional encoding, and
two-stage decoding, enabling global context modelling for diffuse spill detection.

Experimental setup. At developing the detection module all experiments
were conducted on Kaggle using an NVIDIA Tesla T4 GPU (16 GB, CUDA). The
environment included Python 3.10, PyTorch 2.4, Ultralytics 8.4.14 (YOLO), and
the RF-DETR framework. Mixed-precision (FP16) training was enabled.

To ensure methodological consistency, identical training principles were ap-
plied to all candidate architectures. All models were trained for 25 epochs with
pretrained weights. YOLO variants used 640× 640 input, RF-DETR Nano used
384× 384. YOLO optimization (auto) selected AdamW (learning rate lr = 0.002,
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momentum = 0.9, weight decay = 5× 10−4, batch = 16). RF-DETR Nano used
AdamW (lr = 1× 10−4, encoder lr = 1.5× 10−4, weight decay = 1× 10−4, batch
= 4 with gradient accumulation). Models were trained on both dataset versions
with identical validation (152) and test (79) splits. Performance metrics included
precision (P), recall (R), mAP@50, and mAP@50–95 (primary). Inference was
benchmarked on 200 images with GPU synchronization. Latency (ms/image) and
FPS were measured on the same Tesla T4 under native resolutions.

Results and discussions. The proposed module for oil spill detection was
developed in turn based on each of the four considered neural network models.
Herewith, the most important basic aspects were analyzed.

Training convergence and error analysis. Optimization stability was
examined across all architectures over 25 epochs. Bounding box, classification, and
Distribution Focal Loss (DFL) terms decreased steadily, while validation mAP@50
and mAP@50–95 increased and stabilized without divergence or oscillations.

For YOLO11s trained on Dataset Version 2 (Fig. 1a), training and vali-
dation curves exhibit consistent monotonic improvement, with precision, recall,
mAP@50, and mAP@50–95 approaching plateau at epochs 20–22, indicating ad-
equate convergence and absence of overfitting. The YOLO26s confusion matrix
(Fig. 1b) reports 297 true positives, 40 false positives, and 20 false negatives.

a b

Fig. 1. Results of models training on Dataset Version 2 (augmented): (a) training convergence
curves for YOLO11s; (b) confusion matrix for YOLO26s

False positives mainly reflect confusion with wave reflections or foam, while
the limited false negatives confirm strong localization. Validation trends remained
aligned with training behaviour for all models, demonstrating stable convergence
within 25 epochs and ensuring that subsequent performance differences arise from
architectural properties rather than optimization artifacts.

Quantitative performance. Validation metrics were used for comparison
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across both dataset versions (Table 1). On Dataset Version 1 (no augmenta-
tion), RF-DETR Nano achieved the best results, reaching mAP@50–95 = 0.833
and clearly outperforming CNN-based models, indicating stronger generalization
under limited data diversity. Among YOLO variants, YOLOv8s showed the high-
est baseline accuracy (mAP@50–95 = 0.739), followed by YOLO26s (0.708) and
YOLO11s (0.705).

T a b l e 1

Detection performance of evaluated models

Dataset Version 1 (no augmentation) Version 2 (augmented)

Model P R mAP
@50

mAP
@50–95 P R mAP

@50
mAP

@50–95
YOLOv8s 0.895 0.865 0.924 0.739 0.943 0.885 0.948 0.821
YOLO11s 0.859 0.836 0.889 0.705 0.916 0.893 0.946 0.803
YOLO26s 0.844 0.857 0.899 0.708 0.930 0.929 0.966 0.806

RF-DETR Nano 0.960 0.900 0.957 0.833 0.949 0.940 0.970 0.863

Training with Dataset Version 2 (augmented) improved all models. YOLO
detectors gained up to nearly 0.1 in mAP@50–95, demonstrating high sensitiv-
ity to increased variability. RF-DETR Nano remained superior with mAP@50
= 0.970 and mAP@50–95 = 0.863, though its relative improvement was smaller.
These results indicate that transformer-based detection provides higher localiza-
tion precision and robustness, while CNN-based models depend more strongly on
data augmentation.

Inference latency and throughput analysis. End-to-end inference was
measured on a Tesla T4 GPU using 200 validation images (Table 2). YOLO
models achieved 56–67 FPS, demonstrating the highest throughput. RF-DETR
Nano operated at 48–51 FPS, remaining within real-time constraints but slower
due to transformer-related computational overhead.

T a b l e 2

End-to-end inference latency and throughput measured on Tesla T4 GPU

Model Resolution Params (M) Latency (ms/img) FPS
YOLOv8s 640 11.1 15.2 ∼ 66

YOLO11s 640 9.4 18.0 ∼ 56

YOLO26s 640 9.5 14.9 ∼ 67

RF-DETR Nano 384 30.1 20.9 ∼ 48–51

Thus, a clear speed–accuracy trade-off is observed. RF-DETR Nano pro-
vides the highest localization performance (mAP@50–95), whereas YOLOv8s and
YOLO26s exhibit the lowest latency and maximum throughput. YOLO26s offers
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the most balanced efficiency–accuracy compromise among CNN models. Despite
higher complexity, RF-DETR Nano sustains > 45 FPS, satisfying onboard UAV
requirements. All evaluated architectures meet real-time criteria, confirming suit-
ability for UAV-based maritime environmental monitoring.

Qualitative detection examples. The representative qualitative detection
examples (Fig. 2) further illustrate the operational behaviour of the proposed
module based on RF-DETR Nano model. In the examined images, the model
accurately localizes the oil contamination regions with the bounding boxes that
closely conform to the irregular spill geometry.

Fig. 2. Oil spill detection examples

Despite visual complexity introduced by water reflections, foam patterns, and
heterogeneous surface textures, the detector maintains precise spatial delineation
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of the affected area. This qualitative evidence supports the quantitative findings
and demonstrates that the developed module is capable of robust oil spill detection
under realistic maritime observation conditions.

Conclusions. This study developed and evaluated an onboard oil spill de-
tection module for UAV-based maritime monitoring using unified training con-
ditions and dual dataset configurations. Experimental results demonstrate that
RF-DETR Nano achieved the highest localization accuracy (mAP@50–95 = 0.863)
with real-time throughput of ∼ 50 FPS, while YOLO26s provided the best efficien-
cy–accuracy balance among CNN models (mAP@50–95 = 0.806 at ∼ 67 FPS).
The conducted research confirm that lightweight architectures enable reliable on-
board deployment without reliance on ground-based processing.

For multi-UAV operations, model selection depends on mission priorities:
YOLO26s is preferable for wide-area patrol requiring maximal throughput and
rapid coverage, whereas RF-DETR Nano is better suited for precision-critical tasks
such as boundary delineation and environmental damage assessment. Future work
will investigate application of bioinspired optimization strategies [13–15] to en-
hance detection accuracy and processing speed, as well as advanced identification-
based modelling approaches [16] to characterize spill morphology and maritime
background variability from experimental UAV data, enabling improved robust-
ness of maritime environmental monitoring system under real operating condi-
tions.
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